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ABSTRACT

Decentralized edge networks operate under intermittent connectivity, variable hardware trust profiles, and strict latency

envelopes. Standard Byzantine Fault Tolerant (BFT) consensus protocols incur O(n^2) message complexity, severely degrading

throughput in asymmetric edge clusters. In this paper, we introduce HeteroBFT, a tiered leader-election and threshold signature

consensus mechanism designed specifically for heterogeneous edge topologies. HeteroBFT partitions nodes into

latency-bounded verification enclaves while guaranteeing safety and liveness under up to 33% adversarial or partitioned nodes.

We provide formal proofs of safety using the Coq proof assistant and evaluate our prototype across a 120-node geo-distributed

testbed. Experimental results demonstrate a 4.2x reduction in round-trip consensus latency and a 68% decrease in

cross-enclave network bandwidth compared to standard Raft and PBFT baselines.
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1. INTRODUCTION & PROBLEM CONTEXT

Decentralized edge computing architectures are increasingly tasked with hosting mission-critical coordination tasks across

heterogeneous sensor nodes, mobile vehicular clusters, and localized micro-clouds. However, deploying standard Byzantine Fault

Tolerant (BFT) state machine replication protocols—such as Practical Byzantine Fault Tolerance (PBFT) or Tendermint—in these

domains encounters severe performance bottlenecks. These protocols inherently assume all-to-all quadratic message complexity

O(n^2), which introduces intolerable network congestion and latency spikes across bandwidth-constrained and intermittent radio

frequency channels.

2. THEORETICAL FRAMEWORK & CORE METHODOLOGY

We formulate HeteroBFT around two foundational mathematical primitives: (1) latency-bounded dynamic verification enclaves, and

(2) threshold aggregate BLS signatures over elliptic curve BLS12-381. Let N denote the universe of nodes partitioned into local

clusters C_1, C_2, ... C_k based on pairwise round-trip latency envelopes tau_ij <= Delta. Within each enclave, a local leader

aggregates partial signature shares sigma_i = H(m)^{sk_i} into a single constant-size threshold proof Sigma = prod_{i in S}

sigma_i^{lambda_i}. Inter-enclave consensus is subsequently achieved through an asynchronous gossip protocol that routes only

aggregate threshold certificates rather than individual voter votes, reducing communication complexity to O(k * sqrt(n)).

3. EXPERIMENTAL EVALUATION & BENCHMARK RESULTS

To evaluate our contribution empirically, we conducted comparative benchmarks under standardized baseline environments. The

quantitative evaluation across key performance indicators is summarized in Table 1.
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Protocol Baseline Quorum Size (n) P99 Latency (ms) Network Traffic (MB/s) Fault Resiliency

Raft (Crash Only) 120 148 ms 12.4 MB/s 0% Byzantine

PBFT (Classical) 120 412 ms 48.6 MB/s 33% Byzantine

HotStuff (Chained) 120 285 ms 19.2 MB/s 33% Byzantine

HeteroBFT (Proposed) 120 68 ms 5.8 MB/s 33% Byzantine (Optimal)

Table 1: Empirical benchmark performance across baseline protocols.
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